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Though all of the current main-stream OSs have 

supported superpage to some extent, most of them need 
runtime information provided by applications, 
simulator or other tools. Transparent superpage 
support is a further step, while so far there are only 
very few primitive attempts for Linux. 

In this paper, we propose the design of GISP 
(Global Information based SuperPage support), a 
transparent superpage support framework in Linux 
kernel. GISP adopts the basic idea of the reservation-
based policy, and uses LMO (lightweight memory 
object) and POPMAP (population map) to manage the 
page allocation for applications. GISP could provide 
the core functions of superpage support while keeping 
the memory continuity by dynamic pages recycling. We 
implement it in Linux 2.4.17 on PKUnity SoC, and 
evaluate it for real workloads and benchmarks. We 
obtain substantial performance benefits from 8.1% to 
24.0%. Compared with the best transparent superpage 
support in Linux up to now, we achieve better 
performance from 0.4% to 4.6% in most cases; even 
the worst case has comparable performance 
improvements within 2.6%. Otherwise, it keeps low 
management cost during system running which is 
suitable for not only scientific applications but also 
commodity applications. 
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For most general processors today, TLB coverage is 
a megabyte or less, thus represents a very small 
fraction of physical memory. Applications with larger 
working sets can incur many TLB misses and suffer 
from a significant performance penalty [1] [2] [3]. So 
modern processors have a feature of superpage to 
over-come this problem. Each superpage occupies only 
one entry in the TLB, so the TLB coverage 
dramatically increases to cover the working set of most 
applications. Related research [3] shows that by using 

this feature the performance improves over 30% in 
many real workloads. 

Until 2000, superpage has been supported in most 
general commercial OSs to very limited extent, such as 
IRIX [1], HP-UX [2] and Solaris. Recent years, several 
attempts of superpage support appear in both open 
source operating system such as Linux [4] [5] [6] and 
FreeBSD [3] [7], and research operating system IBM 
K42 [8], while only HugeTLB is practical merged into 
the official version of Linux. However as Linus points 
out [9], the HugeTLB patch is nothing but an interface 
to purely expose superpage hardware capabilities to a 
few applications that really want them.  

In this paper, we propose the design of GISP 
(Global Information based SuperPage support), a 
transparent superpage support framework in Linux. In 
GISP, we adopt the basic idea of the reservation based 
policy [10] for superpage management. And referring 
to the design in FreeBSD [11] [3], we propose a more 
generic design of LMO (Lightweight Memory Object) 
and POPMAP (POPulation MAP) to uniformly 
manage the physical memory allocation for 
applications in Linux kernel. Based on them, we could 
manage the global memory allocation information and 
provide the core functions of superpage support, 
including reservation based allocation, graceful 
proactive promotion and passive demotion, while 
keeping the continuity by dynamic memory recycling. 

We implement GISP in Linux 2.4.17 on PKUnity 
SoC (System on Chip) [12], and evaluate it for real 
workloads and benchmarks. We obtain substantial 
performance benefits from 8.1% to 24.0%. Compared 
with the transparent superpage support design [5] in 
Linux which uses the most eager promotion policy, we 
still achieve better performance from 0.4% to 4.6% in 
most cases, even the worst case have comparable 
performance improvements and the difference is 
within 2.6%. At the same time, we could still keep low 
runtime management cost which makes it suitable for 
not only scientific applications but also other 
commodity applications. 
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The remainder of this paper is organized as follows: 
Section 2 surveys related work. Section 3 presents the 
design of GISP in Linux. Section 4 describes our 
experiments methodology, benchmark suite, and gives 
the results and some discussions of our study. Section 
5 summarizes our conclusion and discusses the future 
work. 
2 Related Works 

Talluri et al. [10] propose the reservation-based 
policy, and the basic idea is to reserve a region at page 
fault time and promote them into a larger page when 
the number of page frames in use reaches a threshold. 
It has been reported some commercial operating 
systems such as SGI's IRIX [1] and HP's HP-UX [2] 
have provide the feature of superpage support which 
eagerly creates superpage at page fault time. But in 
IRIX and HP-UX, the preferred page size is designated 
by user-specified page size hint in application binary. 
Sun also announces Solaris has similar features [13]. 
Cascaval et al [8] propose a reservation-based policy 
superpage modeling and optimization framework in 
K42 by analyzing the runtime information gathered 
from different level in system. Cascaval’s work is 
complementary to our transparent superpage support 
framework in Linux. 

From 2000, there are several representative 
achievements of superpage support in open source 
operating systems. Navarro's approach [3] [7] in 
FreeBSD generalizes the reservation-base policy to 
multiple superpage sizes. This design tackles the issues 
of memory fragmentation, page replacement policy, 
demotion and eviction and does not require special 
hardware support. Our design borrows the basic ideas 
of population map from Navarro's approach. But Linux 
has completely different VM (virtual memory) 
subsystem [14]; in GISP we propose a general design 
of LMO (lightweight memory object) and POPMAP to 
uniformly manage page allocation for applications. In 
fact, the design of GISP is simple and efficient, and 
requires only minor changes in Linux kernel source 
code (less than 5000 lines of source code added or 
changed), which makes it has very limited side effects 
on Linux  

There are also several attempts of superpage 
support in Linux. HugeTLB is the only superpage 
support integrated in official Linux 2.6. HugeTLB 
initially reserves different size of superpages for 
further allocation which makes it a static approach and 
not transparent. Shimizu et al [5] propose a transparent 
superpage support design in Linux, which is the only 
transparent support for Linux. It marks the largest 
possible superpage size as a hint in page tables when 
mapping a new region, then eagerly allocates the 

complete superpage size physical memory and sets the 
page table during the first page fault. It only supports 
private anonymous mapping and has to demote the 
existing superpage whenever the page table is to be 
modified. Gelato project [6] follows Shimizu's patch 
and implements superpage support in Linux on IA-64 
architecture. Enhanced mmap provides application 
with additional parameter flags in mmap system call as 
a hint for OS to choose appropriate page sizes. 

Our contribution is to provide GISP, a practical 
transparent superpage support framework in Linux for 
the users and researchers. In GISP framework, both 
anonymous mapping and file mapping are easily 
supported. And the most important is that GISP 
provides superpage support based on global 
information which exploits more spaces for further 
optimization. 
3 Design of GISP Framework 

First we present an overview of GISP framework in 
Linux VM and the core data structures of GISP. Then 
we describe our approach in detail. We decide to retain 
the original Linux VM data structures with minimal 
changes which is crucial to the success of our design. 
3.1 GISP Framework and Core Data 
Structures 

Figure 1 shows the basic framework of GISP and 
the relationship between the GISP core data structures 
and original data structures in Linux VM subsystem 
(The Linux VM subsystem we describe in our paper 
refers to Linux 2.4.17).  

In Linux, each address space is defined by a 
mm_struct data structure. The mm_struct contains 
information about address space, including a list of 
Virtual Memory Areas (VMAs), a pointer to the page 
directory, and various locks and resource counters. A 
VMA contains information about a single region with 
the same set of properties (such as access rights, file 
mapping) in the address space, and it is responsible for 
populating the region at page fault time. All VMAs, 
except for those created when a process is initially 
loaded, are created with the mmap system call. The 
page directory contains mapping from virtual 
addresses to physical addresses. Linux uses a three 
level hierarchical page table, although in most cases 
the middle page table is optimized out.  

To support reservation-based superpage 
management, we add two data structures to describe 
the page frames allocations of Linux VM in more 
details: LMO (lightweight memory object) and 
POPMAP (population map). LMO is also used to 
describe a memory region and can be regarded as an 
extension of VMA. The main difference is that, VMA 
is used to describe a process-specific memory region, 
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the start or end virtual address to satisfy the alignment 
when increasing or shrinking a LMO. With the 
alignment field, the variable size LMO could also 
reserve superpage as fixed sized LMO. Though this 
will lead to larger memory consumption, we could 
preempt the reserved page frames when necessary. 

When freeing a page, we will not free it 
immediately to the superpage buddy system if this 
page belongs to a reservation but only keep it in the 
reservation for the possibility in future allocation.. 
3.4 Reservation Management 

To preempt the reservation and recycle the page 
frames efficiently, in GISP there are reservation lists 
corresponding to each superpage size except the 
largest superpage. Reservations in each list are kept 
sorted by the time of their most recent page frame 
allocation. So we could preempt the least allocated 
reservation first when the free memory in system is 
low or continuous page frame can not be allocated for 
current application.  
3.5 Graceful Proactive Promotion 

To avoid the additional cost, a superpage is 
proactively created only when the superpage-sized and 
aligned extent within a reservation is fully allocated. 
To decide whether promotion is needed, we query the 
corresponding POPMAP at the end of each page fault. 
And the process of promotion is incremental from the 
smallest superpage to the largest superpage. 

There is one exception for shared or read-only file 
mapping LMO. During page fault, this kind of Local 
LMO need only map the page frame of a Global LMO 
in the page cache without allocating new pages, so it 
has no POPMAP in fact. When the page fault happens 
for this kind of Local LMO, we must find the 
corresponding Global LMO by the inode information 
in VMA and query this Global LMO to make decision 
about promotion. Besides, for this case, alignment 
requirement between the Local LMO and the Global 
LMO must be satisfied if promotion is expected. We 
also make an aggressive optimization for this 
promotion condition. Because Linux may prefetch 
some file pages into page cache, mapping a page frame 
already in page cache to user address space almost has 
no cost. During page fault, we query the Global LMO 
and if we find all of the page frames in a superpage 
region are already brought into the page cache. We 
will map the whole set of page frames into user 
address space and promote them into a superpage 
immediately. This is the only aggressive promotion 
optimization in GISP at present and it incurs very little 
cost while saves several page faults. 

3.6 Graceful Passive Demotion 
Because GISP has not supported superpage for 

swapping subsystem until now, demotion only happens 
when the protection attributes are changed on part of 
superpage. We add additional checking during setting 
page tables only in architecture-dependent layer. This 
is the last chance to demote a superpage so we call it 
passive demotion. And the demotion is also graceful 
like [5].  
3.7 Revised COW Page Fault Process 

COW (Copy on Write) mechanism in original 
Linux VM design is simple and efficient but it may 
hurt the promoted superpage in GISP. Problem arises 
if there are reservations or promoted superpage in 
parent process, when parent process first writes a page 
in the superpage region, the superpage or superpage 
reservation is broken because a new page is allocated 
for parent process. This is a nightmare for parent 
process (such as Bash) if it often forks new process, 
after a long time, probably all of the COW superpages 
in parent process are broken.  

We revise the COW page fault process flow by the 
helping of LMO. There is a COW link list in LMO. 
When forking a new process, all LMOs in parent 
process are copies into child process. If one LMO 
satisfies the COW condition, we add it into the cow 
link list of the corresponding LMO in parent process. 
When page fault happens because of the first write 
access by child process, everything is the same as 
before. While page fault happens because of the first 
write access by parent process, GISP will keep the old 
page for parent process and give the write permission 
for it. Furthermore, GISP allocates a new page, copies 
content from old page to new page, and then looks up 
the cow link list to find all candidate LMOs which 
have not written to the page, and finally sets up this 
new page into the page table for all these LMOs. This 
revised COW page fault processing keeps the 
superpage and incurs very little additional cost. 
3.8 Static Mapping 

Superpage is most widely used in commercial 
operating system for static mapping: such as kernel 
address space mapping, video card memory mapping 
through framebuffer device. We also implement this 
feature in GISP for Linux.  
4 Experiments Results 

We implement GISP framework in Linux 2.4.17 for 
PKUnity SoC architecture [12]. In this section we 
present the experiments results of our implementation, 
and then we discuss the advantages of the GISP design 
compared with the other transparent superpage design 
in Linux. 



 363 

4.1 Experiments Setup 

We measure the performance of ten benchmarks 
shown in Table 1. We use the reference input for 
SPECint 95 and the train input for SPECint 2000. The 
benchmark of Konqueror is set up to browse 30 web 
pages from i-Bench performance tests. These 
benchmarks are chosen because the TLB miss 
contributes significantly to their performance [15].  

All the benchmarks run on a PKUnity network 
computer based on a PKUnity SoC [12]. The basic 
configuration parameter of PKUnity SoC is shown in 
Table 2. The MMU provides 4KB base page and 
16KB, 64KB, 4MB superpages, but only the full-
associative L1 TLB could fully support all the 
superpages, L2 TLB provides limited support for 4MB 
superpage. Finally by Lmbench [16], we present GISP 
impacts on the performance of Linux basic operations. 

Besides the original version of Linux 2.4.17, we 
also port the superpage support by Shimizu on 
PKUnity SoC, which is the only transparent superpage 
support in Linux nowadays. We use the name LISP 
(Local Information-based SuperPage support) for this 
design. We improve LISP in two aspects for a fair 
comparison in experiments results: 1) Original LISP 
can not deal with dynamic increasing of stack. We 
improve it by increasing the stack 16KB bigger each 
time so that LISP can create superpage. 2) We also 
implement the superpage support for static mapping 
which is the same as in Section 3.8.  
4.2 Results of Application Benchmarks 

From this section, we use Basic as the original 
Linux version without superpage support, LISP as the 
enhanced superpage support Linux version based on 
Shimizu’s design, GISP as the superpage support 
Linux version of our design in this paper.  

Figure 3 presents the runtime of benchmarks on 
three Linux versions. These results are normalized by 

the Basic Linux version. The results show that both 
LISP and GISP reduce the run time notably. For all the 
benchmarks, and mcf has the most significant 
improvement about 25.0% in LISP and 24.0% in GISP. 
The average improvement for all the benchmarks is 
12.0% in LISP and 13.1% in GISP. In six benchmarks, 
GISP performs better than LISP, and for the other four 
benchmarks, in three of them, the different of 
performance between LISP and GISP is less than 1% 
and even the difference of the worst case (go) is no 
more than 2.6%. LISP has the most eager superpage 
allocation and promotion policy and it can reduce large 
number of page faults, while GISP almost does not 
adopt any aggressive superpage promotion policy 
except the optimization for shared or read-only file 
mapping. However, GISP still performs much better 
than LISP in most benchmarks and provides 
comparable performance in the remaining benchmarks.  

Though PKUnity SoC only provides 8 entries in L1 
d-TLB and i-TLB to support superpage, the LISP and 
GISP could still achieve significant performance 
improvement for all these benchmarks. But miss in L1 
TLB and hit in L2 TLB incur an additional cycle in 
PKUnity SoC, We use the Unichos full system 
simulator [17] to further study how L1 TLB are used 
with superpage support. The results show that LISP 
has obvious better miss rate only for mcf, go and 
Konqueror by the advantage of the most eager 
superpage promotion policy in LISP. While in four 
benchmarks (gcc, vortex, perl, twolf), GISP performs 
much better which proves superpage support for file 
mapping has great advantages in many applications.  
4.3 Results of OS Benchmarks 

By the static superpage mapping in GISP, most 
basic operations in kernel spaces improve significantly, 
such as system call (18%), context switch (26%), local 
communications (25%), file system (4.7%). But 
performance reduction appears in several aspects 
which are brought by GISP management cost as we 
expected. GISP perform 14% worse than Basic version 
in fork and exit tests, 10% worse in exec tests, 16% 
worse in major page fault tests, and 19% in mmap tests. 
The first three tests meet the conditions where GISP 
has the most management operations which lead to 
worse performance. The worse performance in mmap 
tests is because we disable increasing or shrinking 
VMA except for heap and stack VMA. This decision is 
made based on the observation of glibc operations in 
many benchmarks, we find that glibc often maps some 
small regions and unmaps them soon, which leads to 
frequent VMA combination and decomposition 
operations. Each mmap in GISP must create a new 
VMA which is the reason of higher run time. 
Considering we have not optimized the source code of 

Table 1. Benchmarks 
Benchmarks  Description 
go SPECint 95 (reference input)
gcc, mcf, parser, vortex, 
bzip2, perl, twolf, crafty 

SPECint 2000 [17] (train 
input) 

Konqueror/Embedded Commodity applications 
 

Table 2. Configuration of PKUnity SoC 
Unit Configuration 
Processor single-issue, 8-stage pipeline, 600 MHz
Memory 128M SDRAM, run at 120 MHz 
I-Cache L1 16KB, 4-way, cache line 32B 
D-Cache L1 16KB, 4-way, cache line 32B 
I-TLB L1 i-TLB 8 entries, full associative 

L2 i-TLB 64 entries, 4 way associative 
D-TLB L1 d-TLB 8 entries, full associative 

L2 d-TLB 64 entries, 4 way associative 
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!"#$%&'%()*+*%,-.(+/%()*%,*.01.2-'3*%.*453(&1'%&+%+(&66%
&'% -'% -33*,(-76*% .-'8*9% :1;*<*./% =&'5>% ;&()% !"#$%
&2,.1<*+%21+(%10%()*%0.*?5*'(6@%5+*4%7-+&3%1,*.-(&1'+9%
5 Conclusions and Future Work 

A)&+% ,-,*.% ,.*+*'(+% -% (.-'+,-.*'(% -'4% *00*3(&<*%
0.-2*;1.B% 01.% +5,*.,-8*% +5,,1.(% &'% =&'5>% 1,*.-(&'8%
+@+(*29% !"#$% &+% -% 21.*% 8.-3*056% +5,*.,-8*%
2-'-8*2*'(% 0.-2*;1.B% -'4% ,.1<&4*+% 21.*% +,-3*+% &'%
+5,*.,-8*% 1,(&2&C-(&1'% &'% 71()% ,.-3(&3-6% 5+*% -'4%
.*+*-.3)%-.*-+9%D*%*<-65-(*%()*%+@+(*2%1'%-%.-'8*%10%
7*'3)2-.B+% &'3654&'8% .*-6E;1.B61-4+% -'4% 8-&'%
+&8'&0&3-'(% ,*.01.2-'3*% &2,.1<*2*'(+9% F5.()*.21.*/%
!"#$%,.1<&4*+%-%015'4-(&1'%01.%+(54@&'8%-'%&'(*.*+(&'8%
-.*-%&'%=&'5>/%()*%21+(%,1,56-.%1,*'%+15.3*%1,*.-(&'8%
+@+(*29%
Reference 
GHI%J9% !-'-,-()@% -'4% K9% #3)&22*6/% L!*'*.-6% ,5.,1+*%
1,*.-(&'8% +@+(*2% +5,,1.(% 01.%256(&,6*% ,-8*% +&C*+M/%!"#$%& #'&
()*& +,-./0& 1223& 455678& 9*$)5:$78& ;#5'*"*5$*/% N*.B*6*@/%
KO/%HPPQ/%,,9%PHEHRS9%
GTI% "9% #57.-2-'&-'/% K9% U-()*./% V9% $*(*.+1'/% -'4% N9%
W-8)5'-()/%L"2,6*2*'(-(&1'%10%256(&,6*%,-8*%+&C*%+5,,1.(%&'%
:$EXYM/%!"#$%& #'& ()*& +,-./0& 1223& 455678& 9*$)5:$78&
;#5'*"*5$* /%N*.B*6*@/%KO/%HPPQ/%,,9%HRZEHHQ9%
G[I%\9%J-<-..1/%#9%"@*./%$9%].5+3)*6/%-'4%O9%K1>/%L$.-3(&3-6/%
(.-'+,-.*'(%1,*.-(&'8%+@+(*2%+5,,1.(%01.%+5,*.,-8*+M/%!"#$%&
#'& ()*& <()& ,=>?#@:6>& #5& A?*"7(:5B& ,=@(*>@& C*@:B5& 75D&
/>?8*>*5(7(:#5&EA,C/FGH/%N1+(1'/%UO/%TRRT9%
GSI% U9% A-665.&/% #9% V1'8/% U9% ]9% :&66/% -'4% ]9% O9% $-((*.+1'/%
LA.-4*100+%&'%#5,,1.(&'8%A;1%$-8*%#&C*+M/%!"#$%&#'&()*&12()&
455678&/5(*"57(:#578&,=>?#@:6>&#5&;#>?6(*"&4"$):(*$(6"*/%
HPPT/%,,9%SHZESTS9%
GZI%J9%#)&2&C5%-'4%V9%A-B-(1.&/%LO%A.-'+,-.*'(%=&'5>%#5,*.%
$-8*%V*.'*6%01.%O6,)-/%#,-.3^S%-'4%"O[T%E%W*453&'8%A=N%
U&++*+% 10% O,,6&3-(&1'+M/%4;I& ,/J4K;L& ;#>?6(*"&
4"$):(*$(6"*&.*M@&7"$):N*/%[H_H`/%U-.%TRR[/%,,9%aZEQS9%
G^I%!*6-(1bXJ#D9%)((,cdd;;;98*6-(195'+;9*459-59%
GaI%\9% J-<-..1/%9"75@?7"*5(& #?*"7(:5B& @=@(*>& @6??#"(& '#"&
@6?*"?7B*O% $)]% ()*+&+/% W&3*% X'&<*.+&(@/% :15+(1'/% A*>-+/%
TRRS9%

GQI%K-6&'% K-+3-<-6/% e<*6@'% ]5*+(*.;-64/% $*(*.% F9% #;**'*@%
-'4% W17*.(% D9% D&+'&*;+B&/% LU56(&,6*% $-8*% #&C*% U14*6&'8%
-'4% f,(&2&C-(&1'M/%!"#$%& #'& ()*& 1P()& /5(*"57(:#578&
;#5'*"*5$*& #5& !7"788*8& 4"$):(*$(6"*@& 75D& ;#>?:87(:#5&
9*$)5:Q6*@&E!4;9RF<H/%D-+)&'8(1'8/%TRRZ/%,,9%[[PE[SP9%
GPI%=DJ9'*(9% =-.8*% ,-8*% +5,,1.(% &'% ()*% =&'5>% B*.'*69%
)((,cdd6;'9'*(dO.(&36*+d^P^Pd%%
GHRI%U9% A-665.&% -'4% U9% ]9% :&66/% L#5.,-++&'8% ()*% A=N%
,*.01.2-'3*% 10% +5,*.,-8*+% ;&()% 6*++% 1,*.-(&'8% +@+(*2%
+5,,1.(M/%!"#$%& #'& ()*& ,:S()& /5(*"57(:#578& ;#5'*"*5$*& #5&
4"$):(*$(6"78& ,6??#"(& '#"& !"#B"7>>:5B& T75B67B*@& 75D&
A?*"7(:5B&,=@(*>@/%#-'%\1+*/%KO/%HPPS/%,,9%HaHEHQT9%
GHHI%U-.+)-66%V&.B%U3V5+&3B/%-'4% !*1.8*%g9% J*<&66*EJ*&6/%
9)*& C*@:B5&75D& />?8*>*5(7(:#5& #'& ()*& U"**V,C& A?*"7(:5B&
,=@(*>/%O44&+1'%D*+6*@%$.10*++&1'-6/%TRRS9%
GHTI% U$WK/%!W+5:(=& 3XY& ,#;& I75678O% A*3)'&3-6% W*,1.(/%
U&3.1,.13*++1.% W*+*-.3)% -'4% ]*<*61,2*'(% K*'(*./% $*B&'8%
X'&<*.+&(@/%TRRT9%
GH[I%W&3)-.4% U3]158-66/% \&2% U-5.1/%,#87":@& /5(*"578@Z&
,#87":@& 1F& 75D& A?*5& ,#87":@& W*"5*8& 4"$):(*$(6"*O& G5D&
-D:(:#5/%$.*'(&3*%:-66/%\56%TRR^9%%
GHSI%]-'&*6%$9%N1<*(%-'4%U-.31%K*+-(&/%+5D*"@(75D:5B&T:56S&
W*"5*8O&,*$#5D&-D:(:#5/%fhW*&66@%U*4&-/%TRR[9%
GHZI% J&'8% i5/% $*'8% j5-'/% Y5*(-1% !5-'/% -'4% Y5% K)*'8/%
LK)-.-3(*.&C&'8%()*%4EA=N%N*)-<&1.%10%A@,&3-6%O,,6&3-(&1'+%
1'%J*(;1.B%K12,5(*.M/%[#6"578E.7(6"78&,$:*5$*H&#'&!*\:5B&
+5:N*"@:(=&E[.,!+H/%S[_H`/%TRRa/%,,9%QZEPH9%
GH^I% =-..@% U3g1@/% #&6&31'% !.-,)&3+/% -'4% K-.6% #(-*6&'/%
L=27*'3)c%$1.(-76*%A116+%01.%$*.01.2-'3*%O'-6@+&+M/%!"#$%&
#'&+,-./0&122X&455678&9*$)5:$78&;#5'*"*5$*/%#-'%]&*81/%
KO/%HPP^/%,,9%TaPETPS9%%
GHaI% J&'8% i5/% j56-&% k)-1/% Y5*(-1% !5-'/% -'4% Y5% K)*'8/%
LX'&3)1+c% O% F566% #@+(*2% #&256-(1.% 01.% A)&'% K6&*'(%
$6-(01.2M/%!"#$%& #'& ()*& GG5D& 455678& 4;I& ,=>?#@:6>& #5&
4??8:*D&;#>?6(:5BO%#*156/%V1.*-/%TRRa/%,,9%HZZTEHZZ^9%
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Figure 3. Normalized run time of benchmarks on Basic, LISP and GISP Linux 


